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Purpose

The purpose of this book is to introduce computing in a way that students find motivating, creative, and relevant.  Students enjoy writing programs to modify pictures, sounds, Web pages, and movies.  We still teach all the usual introductory concepts such as variables, methods, arrays, looping, conditionals, objects, classes, inheritance, and interfaces, but in a multimedia context.  One of the advantages of this approach is that it is easy to tell if your program is working or not by looking at (or listening to) the resulting media.  
This media computation approach was first created for an undergraduate course at Georgia Tech for non-majors using Python.  This course has increased the success rate for non-majors (business majors changed from a 49% success rate to an 88% success rate).  Other colleges and universities have trialed the Python version with similar results.  See http://coweb.cc.gatech.edu/mediaComp-teach for a list of schools that are using the Python or Java version of media computation.  Please let us know if you are using this approach so that we can add you to the list (e-mail ericson@cc.gatech.edu or guzidal@cc.gatech.edu).  The Georgia Tech introductory course has resulted in non-major students taking a computer science minor and even caused some to become computer science majors.  And, with a 40-60% drop in computer science majors at the college level across the country, it is important that we attract people to computer science, instead of driving them away.  We particularly would like to attract more women and minorities (especially African Americans and Hispanics) to computer science.  The speed of modern computers means that we can introduce computer concepts by manipulating media instead of just having the computer print out “Hello World” and other such assignments which we have been using for over 30 years.  Students do not find programs that convert temperature or compute sales tax very interesting.  They do not find such examples relevant to their lives.
Chapter 1
This chapter introduces computer science as a study of recipes (programs).  It uses the recipe analogy to introduce many of the sub-fields of computer science (such as algorithms, data structures, theory, artificial intelligence, human-computer interface, and so on).  Many students do not know what computer science is and/or think it is just programming, so this is an attempt to broaden their understanding of computer science.  A good activity might be to research one of these sub-fields or look up how computers are used in an area the student is interested in.  You could show one of the videos from the University of Washington which interviews several female computer science majors after they graduate and are working at Google, Amazon, and Microsoft.  See http://www.cs.washington.edu/education/ugrad/prospective/outreach.html for these videos.  You can also lookup jobs in the U. S. Department of Labor’s outlook handbook at http://www.umsl.edu/services/govdocs/ooh20022003/ocos267.htm.  You can read bios on female computer science majors at http://women.cs.cmu.edu/Teachers/bios/.  You can also show CMU’s roadshow which is at http://women.cs.cmu.edu/Teachers/roadshow/.  If you are teaching high school students you might want to show them the blogs by current students and videos diaries of student at Georgia Tech.  See http://www.cc.gatech.edu/content/view/124/55/
We introduce the concept of a programming language and show code for the “Hello World” example in several languages.  We talk about why there are so many programming languages and introduce Java.   We talk about the differences between a program and an algorithm.  A good activity might be to look up the history of some of the programming languages.  When were they popular?  What were they used for? 
An important point in section 1.2 is the power of encoding.  We introduce the binary number system.  One useful way to do this is to challenge the students to count to more than 5 with the fingers on one hand, but still counting up by 1.  We introduce Moore’s Law so that students will understand why computers keep getting faster.  A good activity might be to use groups of students to create binary numbers by sitting or standing to show a 1 or 0. 
In section 1.3 we introduce how media is digitized and show that the speed of modern computers makes it possible to teach computing by writing programs that manipulate media.  Students could read about how digital cameras and CDs work at http://www.howstuffworks.com.
In section 1.4 we make the case for why students should want to learn about computing.  Most digital media is created and processed on a computer so students should have some sense for how this is done and what is possible.  Alan Perlis gave a talk in 1961 that made the argument that computer science and programming should be part of a general education.  The United States is one of the few industrialized countries that does not require high school students to take computer science!  As our society depends more and more on technology all high school and college students should have some understanding of computing.  A good activity might be a debate on the merits of teaching some computer science to everyone.
Chapter 2
In this chapter we talk about the history of Java and describe objects and classes involved in a restaurant.  One good activity is to have the students role-play the people in a restaurant.  You can ask for students to play the greeter, customer, waiter, and chef.  Tell them the task is to get the customer fed and then tell them to go.  Point out what they are doing and what data they need to keep track of.  For example, a greeter has a chart of all the tables in a restaurant, a waiter knows the tables she is waiting on and the orders for the customers, a chef knows what food is available and how to prepare it.  Point out other objects like order, bill, and food.  Point out that there can be many objects of the same type, like 6 waiters, 3 chefs, and hundreds of customers.
In section 2.2 we introduce DrJava.  You don’t have to use DrJava to use this book.  However, DrJava is free and has an interactions pane which allows students to type in Java statements and executes them without having to create a class and a main.  This is the main reason we use DrJava.  Many Java books start out with the students typing all Java code in the main method and we don’t like telling students to just memorize the syntax of the main method without explaining what it means.  Of course, if you don’t wish to use DrJava you can do this, and we even include a class Test.java for the students to use in the bookClasses directory.  
But, even if you use another development environment consider using DrJava in class to show your students what happens when you type things in the interactions pane.  Students both enjoy seeing things done live and enjoy when the teacher makes a mistake.  Students learn from our mistakes, so don’t be afraid to make some.  Make sure that your students copy the bookClasses directory from the CD to a directory they can modify and add the path to that directory to the classpath in your development environment.  Instructions for how to do this in DrJava are in section 2.2 but all you need to do is click on “Edit” and then “Preferences” and then add the full path to the bookClasses directory to the Extra Classpaths as shown below (Figure 1).  Java doesn’t create executables that have all the required code included like some other languages do.  Instead Java loads class definitions as they are needed, so it needs to know where to look for the classes you are using.  By adding the bookClasses directory to your extra classpath list you are telling it to look there when it is looking for a class that isn’t part of the Java language.
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Figure 1.  Adding bookClasses to the Extra Classpath List
Two things you might want to do as the instructor with DrJava are turn on line numbers and change the font to a bigger font.  You can do each of these in the Preferences Window.  Click on “Edit” and then on “Preferences”.  The Preferences window will show.  Click on “Display Options” in the area on the left.  Click the checkbox to “Show All Line Numbers” (see Figure 2).  Then click on the icon next to the “Display Options” to see the subparts which are “Fonts” and “Colors”.  Click on “Fonts’ and change the fonts used to display the code (Figure 3).  We find the using size 24 for the Main Font displays the code so that students can read it.  Be sure to click “Apply” and then “OK” to save these options.
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Figure 2.  Showing Line Numbers
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Figure 3.  Changing the Font
In section 2.3 we introduce Java math operations.  We show how to print the results of an expression to the console.  We emphasize that parentheses must match:  you must have a closing parenthesis for each opening parenthesis.  We show the difference between integer division and floating point division and introduce casting as one way to stop the truncation to integer.  We introduce Java relational operators.  We discuss the Java primitive types and how much memory each takes.  We introduce the type String and show string concatenation.  We also discuss what happens when you concatenate a number to a string inside of a print statement.  Make sure to do this live in front of the students and ask them to predict the result of something like System.out.println(“The result is “ + 2 + 3);.  

At some point in here show students that if they make is mistake when typing in the interactions pane they can use the up arrow to bring up the last thing they typed and then use the left arrow to get to the place that needs to be fixed and fix it. 
In Section 2.4 we introduce variables, including declaring a variable, using variables in calculations, showing memory maps of primitive type variables, and object variables.  We also point out the difference between primitive type variables and object variables.  An activity to underscore this is to use cups to hold liquid for primitive variables and cups that hold some reference to other cups (not directly the address, because object references are not just the address of the object in memory) for object variables.  You can also do this with students.  Tell the students that represent primitive variables to remember a number and the students that represent object variables to remember a reference to another student (like their name).  We point out that you can reuse variables.  We emphasize that several object variables can reference the same object.  We introduce garbage collection.  You can have students empty the cups that are no longer being used and reset the object references to null to convey this.
Chapter 3
The focus of this chapter is on creating objects and invoking methods on those objects.  We start the chapter by emphasizing the importance of names.  One way to introduce this concept is ask what is the first thing you do when you get a pet?  You name a pet so that you don’t have to say, “Please walk the dog that we got two days ago”.  Or what is one of the first things we do when we meet someone new?  We introduce ourselves, so that we know the person’s name.  This gives us a way to refer to the person.
In section 3.2 we explain that we need to read data from files and into memory before we can do computation on the values in the file.  We also explain that we need to name things so that we can access them once they are in memory.  This is like an algebraic equation with several variables.
In section 3.3 we introduce methods (and functions).  We have students invoke class methods and object methods.  We point out that strings are immutable by showing that methods that modify strings don’t change the original string.  This is surprising to students so ask them what they think the result will be before you show that the original string doesn’t change.
In section 3.4 we explain that we need to define classes so that the computer ‘knows’ what we mean by certain types.  You can point out that we expect certain things based on what type something is.  For example, if I ask a person what kind of car she drives she will probably give me the make and model.  If I am buying a used car and it doesn’t turn left, I won’t be happy because I expect a working car to be able to turn left.  
We explain that classes are like object factories.  They know how to produce objects of that type.  You can show this concept with play dough and cookie cutters.  We show how to create World objects and Turtle objects and how to tell the turtles to do things like move forward, turn left, turn right, and go forward by a specified amount.  Be sure to show several turtles being created and that each turtle only responds to messages sent to it.  You can also show several worlds that each have their own turtles.
In section 3.5 we show how to create a method.  This includes showing the syntax, explaining that methods must be inside the class definition (students often put it after the last closing parenthesis that finishes the class definition), but not inside another method (students do this quite a bit, too).  We explain how to compile and invoke the method.  We demonstrate writing a first method that draws a square, but has the amount to go forward by specified in each forward statement in the method.  We next show that it is easier to specify the amount to go forward by with a local variable just once in the program.  And, finally we pass in the amount to go forward by as a parameter to the method.  We don’t start with this method even though it is much more reusable because research on beginning programmers finds that they prefer bad code, because it is easier for them to understand.  So we start with a poorly written method but one that is understandable to beginners and slowly change it to be a better method.  We do this several times in the book.  A good activity is to have the students create other Turtle methods that can draw triangles, rectangles, or other geometric figures.  Students often have trouble with drawing a triangle since they have to describe the interior angle, not the exterior angle.  When a student has trouble, ask her or him to “play the turtle” and describe what the turtle is doing.  Another fun thing is to have the students write methods for drawing letters using the turtles.
Early on show the students that even though the interactions pane is reset when they compile, the history still has the previous declarations.  They can use the up arrow to see previous statements from the history and hit enter to execute the current command.

At some point show students that they can save the interactions history in DrJava to a file (and optionally edit it first) and then reload it as a script using the Tools menu (Figure 4).  This saves on typing things over and over again to test a method and gets them ready to understand why we want a main method down the road.  Once you load the saved interactions history file as a script you can use the “Next” button to see the next item in the history and the “Execute” button to execute it.
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Figure 4.  Tools menu with commands to Save the Interactions History and Load it as a script
In section 3.6 we show how to create a Picture object and show it.  We show how to select a file for use in creating the picture.  We show several different ways to combine statements to emphasize variable substitution.  We point out that classes always start with a capital letter and that variable and method names always start with a lowercase letter.  This is something that you have to mention many times, before students pay attention to it.  Students also have trouble remembering to have parentheses after the method name when they declare it and after the name when they invoke it.  We show how to create a Sound object and play it.  Students have trouble understanding that when you pick a file you get back a string that has the full path name in it and that you can reuse that string several times.  They also tend to try to declare variables several times in the interactions pane, instead of just reuse the variable.
Chapter 4
The focus in chapter 4 is on looping through all the pixels in a picture by looping through a one-dimensional array of pixels and doing something to the color at each pixel.  So the chapter starts off with arrays.  We know it is unusual to introduce arrays before loops, but it explains why we need loops.  You don’t want to have to change each pixel in a picture by hand.  In this chapter we really only use a one-dimensional array.  In section 4.1 we also explain the RGB color model.  It is helpful to students to try to make different colors using the ColorChooser.  Students are more familiar with combining paint to make colors, and not as familiar with combining light.
In section 4.2 we show how to get information from a picture and how to get a pixel object.  We show how to get and set the color in a pixel object.  You can point out that there are several classes involved here.  Picture objects have Pixel objects which have Color objects.  Objects of each of these classes have different information and can do different things.  We show changing a series of pixels to create a black line on a picture.  We have students do this one pixel at a time to motivate the need for loops.  This exercise also allows us to introduce using the picture explorer to check that the pixels did change.  It is good practice to explore a picture before you change it and again after.  Each time you invoke the explore method on a picture it makes a copy of the picture and lets you see the color values for the current pixel.  You can change the current pixel by dragging the cursor around the picture, by typing in a x and y value, or by using the arrow keys.

[image: image5]
Figure 5.  Using the Picture Explorer
In section 4.3 we introduce the for-each loop, then the while loop, and finally the for loop.  The for-each loop is easiest for students to understand.  Research on beginning programmers shows that they understand set operations, like do this for each member of a set.  We introduce the while loop before the for loop because it is easier for students to understand the for loop after they have seen the while loop.  Tell a student to clap her hands twelve times.  Then ask the other students did she do it right?  Ask how they know if she did it right?  They would have had to keep track of the number of claps.  The for loop is strange looking to beginner students since up to this point they have read code and understood that it is executed where it is written.  In a for loop parts of it are not executed where they are written so it is good to draw parallels with a while loop.  You can explain that the for loop is really to keep programmers from having to remember to declare variables before the loop and change them at the end of the loop.  Programmers can think about it all when they start coding a loop even thought it all executes in the same place as in a while loop.
It is important to point out that changing the picture in memory doesn’t change the contents of the file the picture data was read from.  Students often have this misconception.  Ask students to predict what you will get if you create a second picture from the same file after changing the first picture created from that file.  Ask students to walk through a loop one step at a time by writing values on the board and having each student do one time through the loop (or in a large class only do a few students).
Students enjoy creating a negative image on a picture of a person, so be sure to show this.  You want to make sure that the pictures your students are working on are small enough so that the methods don’t take too long or run out of memory.  If their pictures are too big they can scale them to a specific height (like 480 pixels) using:
Picture smallerPict = largerPict. getPictureWithHeight(480);

smallerPict.write(“c:/intro-prog-java-mediasources/smallerPict.jpg”);
There are also tools for scaling a JPEG picture in the MediaTools in the PixelTools window.

One additional thing that you can do after this chapter is have the students use a loop to create Spirograph-like pictures with the Turtle.  You can change the length of a square as you loop to draw a spiral (Figure 6).  You can use the hide method to stop the turtle from displaying.
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Figure 6.  Creating a Spiral by Drawing a Series of Larger Rectangles in a Loop
Chapter 5
The focus in this chapter is on modifying pixels in a two-dimensional array using nested for loops.  You can have students play battleship to show that we work with two-dimensional arrays all the time.  We motivate working with two-dimensional arrays by mirroring pictures from left to right and from top to bottom.  We motivate working with ranges by mirroring just part of a picture.  Be sure to let students use their own pictures!  They have fun creating pictures of people with two heads.  Challenge students to figure out how to mirror on a diagonal line.  Show how to break the problem down into a simpler problem (use just numbers in a simple two-dimensional array) and ask what the solution would be.  Tell them that they can’t write a program to do something that they can’t first do by hand.  Then ask them to come up with an algorithm that does this.  Recommend that they try the algorithm on several examples to see if it works in all cases.  
In section 5.2 we show having more than one variable change in a for loop.  We motivate this by copying pixels from one picture to another.  Again we create methods that are not the most reusable and slowly show how to make them more reusable.  We also blend two pictures together to show that you can use more than one for loop in a method.  We rotate an image to show that you can use the loop variables in different ways.  We scale a picture up or down to show that you don’t always need to add one to the loop variables.  We also point out that an algorithm may work for one task but not for a more general task by showing that our algorithm to scale up a picture only works for even scale factors.  This also lets us emphasize that fractions like 1/3 are only represented in a computer with a finite number of digits and that students need to understand this or they may get unexpected results.
You can also show students another way to rotate an image.  A Turtle object can take a picture and drop it (draw it with the top left at the current turtle location and rotated to match the turtle heading).  This can give you some nice effects.  Turtles can be created on Pictures so you can use this to copy one picture to another as well (Figure 7).
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Figure 7.  Flower1.jpg dropped while turtle is turning in a loop
At this point we recommend that you ask the students to create an image collage.  The collage should have at least 4 images (it can be the same image or different images) in the collage with different image manipulations done to them (like reduce red, negate, grayscale, rotate, clip, etc) and then mirror the collage.  We find that students enjoy creating collages of their images.  In fact, we have had students turn in collages and keep working on them because they aren’t quite what they want yet.  We recommend that you encourage students to post their work so that others can see it.  This creates a creative competition.  See http://coweb.cc.gatech.edu/cs1315/2 for student work at Georgia Tech.  Please tell us if you are using media computation so that we can add you to the list of places using it at http://coweb.cc.gatech.edu/mediaComp-teach and if your students do create collages we would love for you to tell us where they are so we can see them!  We want to have an art gallery of media created with media computation at SIGCSE (the computer science education conference).  
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Figure 8.  A sample image collage created by Courtney Johnson
Chapter 6
The focus in this chapter is on conditionals.  We use a simple if in section 6.1 to change pixels if their color is close to a specified color.  We motivate this by showing how to remove “red eye” from a picture.  You can have students change the color in part of a picture to a new color.  You can have students run through a flow chart on the floor to see if they understand conditional execution and loops.  You might set up a flow chart with blue painter’s tape on the floor that has a loop and a conditional based on the result of a dice throw.  If the number on the dice roll is less than 3 have the student clap.  See http://sequoia.cs.berkeley.edu/kla/index.php?page=Flow_Chart_Hopscotch for more information.
In section 6.2 we introduce conditionals with two options.  We motivate this by doing simple edge detection.  You can add something to the flow diagram like if the number on the dice roll is greater than 3 wave your hand.
In section 6.3 we show how to deal with conditionals with 3 or more options.  We motivate this by creating sepia-toned pictures and posterized pictures.  You can add something to the flow diagram like if the number is equal to 3 say your name.
In section 6.4 we introduce using an ‘or’ to join two conditions by highlighting pixels that are close to white or close to black.  You can have students stand up and tell them to sit if any of the following conditions are true and then give a list of conditions like you are wearing glasses, or you are wearing an earring, and so on till all are sitting.  You can also ask how many jobs you need to do if you are told to do X or Y.
In section 6.5 we introduce using ‘and’ to join two conditions by blurring pixels.  The ‘and’ keeps us from going past the end of the two-dimensional array.  You can play the Guess Who game and show that the pictures of people who are still up at the end are the ones that have all conditions true.  You can also ask how many jobs you need to do if you are told to do X, Y and Z.
In section 6.6 we show using a simple conditional to replace a background and do chromakey.  This shows how powerful even a simple condition can be.

Chapter 7
The focus in chapter 7 is on drawing using existing classes in Java.  This introduces students to the Java API and to the concepts of package, inheritance, interfaces, and constants.  We start by using the Graphics class in the java.awt package and later in the chapter switch to using the Graphics2D class.  This chapter gives students a chance to step back and apply some of what they have learned by creating simple methods that do interesting things.  The first methods are sequential and the challenge is in understanding the existing classes and methods and using them to solve simple problems.  
In section 7.2 we show that you can create pictures by writing a program that would be hard to do by hand using simple loops.  It also makes the argument that a program specifies a process.
In section 7.3 we start using the Graphics2D class instead of the Graphics class.  We point out that the Graphics2D class inherits from the Graphics class.  And we show that there are easy ways to copy one picture to another, scale a picture, shear a picture, blend two pictures, and clip a picture.  We want to stress the importance of looking to see if a class exists in Java that does what you want before you write one of your own.  We introduce interfaces by showing that you can use a Color object or a GradientPaint object to paint with since they both implement the Paint interface.
Chapter 8
In this chapter we cover loops and conditionals again but with sounds instead of pictures.  We find that students need the repetition and that some students enjoy sounds more than pictures while others like pictures more than sounds.  
In section 8.1 we explain how sound is encoded.  We recommend using a microphone and the Media Tools Sound Tool to demonstrate this.  To start the Media Tools drag the mediatools-v5-sa.image file and drop it on the SqueakVM.exe file (Figure 9).  
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Figure 9.  The Media Tools Directory showing the image file and SqueakVM.exe
This will start up Squeak which is what the Media Tools are written in.  Squeak is a form of Smalltalk.  There are three windows one named SoundTools, one named PixelTools and one named VideoTools (Figure 10).
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Figure 10.  The Media Tools Application with 3 Tool Windows
Click inside of the SoundTools window to start the sound tools (Figure 11).
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Figure 11.  Inside the Sound Tools
Click on the “Record Viewer” button and then on the “Record” button to see the sounds as they are being recorded (Figure 12).  Click on “Stop” to stop recording.  Click on “Play” to play the recorded sound.  Try some high and low sounds to show that low sounds have less cycles per second.  If you don’t like to sing you can whistle.  Try some loud and soft sounds and show that the amplitude of the waves gets bigger.  You can bring in some small instruments like a harmonica or thumb piano and show these.  
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Figure 12.  The Record Viewer Showing a Sound
The default view is the signal view (shown above).  In the signal view you are looking at the sound values as they happen.  You can see the positive and negative values and the cycles.  Click on “Spectrum View” to see the frequencies in a sound from left to right and the volume of each frequency shown by the height.  Try a higher and lower sound here and watch how the graph changes.  Point out that a lower sound will spike near the left side and a higher sound will move right.  Natural sounds have more than one frequency in them so can be more than one spike (Figure 13).
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Figure 13.  The SprectrumView showing multiple frequencies in a sound.
Click on “Sonogram View” to see the frequencies over time.  The frequencies increase from the bottom to the top.  Try going back and forth between a high and low sound to see how the frequencies change over time (Figure 14).  The darkness of the frequency line shows how loud it is.  Try to show how a piano key sound changes over time.
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Figure 14.  The Sonagram View going back and forth between high and low sounds.
Click on the “Quit” button to stop the Media Tools and Squeak.  

An important part of section 8.1 is the Nyquist theorem and what the maximum sound value and minimum sound values are.  Students should understand that if you have n bits you can have 2n possible.

In section 8.2 we show the basics of how to manipulate a sound.  Each sound has a one-dimensional array of SoundSample objects.  You can get the value for a SoundSample and set the value for a SoundSample.  We start by processing all the values in a sound using a for-each loop, then a while loop, and finally a for loop.  We find that the repetition helps students who didn’t quite get it when they learned loops with pictures.  Computer science textbooks have been introducing more and more concepts to beginning programmers even though we know that beginning programmers have a hard time learning even the basic concepts.  In this textbook we try to address this by covering the basic concepts in several contexts.  
In section 8.3 we introduce the sound explorer which helps students examine sounds and sound values.  Students often assume that their programs work without checking if they really do.  The picture explorer and sound explorer help them to check if the resulting values are correct.  It is good practice to explore the original sound and the sound after you have changed it and then compare values at specific indices.  You can type in an index in a sound explorer to check the value at that index.  Section 8.3 uses a while loop and a for loop while modifying all the sound values to increase the volume and decrease the volume.  The only tricky thing with the sound explorer is that it doesn’t show you every sample value by default.  It tells you how many sample values are between pixels.  You can see every sample value if you zoom in.  You can also set the number of samples between pixels (Figure 15).
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Figure 15.  The left image shows the entire sound but not every sample, The right image shows every sample value but you can’t see the whole sound at one time.  
In section 8.4 we use a conditional and a loop to find the largest value (using absolute value) in a sound and then make the sound as loud as possible.  We introduce putting print statements in a method to give information about the method as it is executing.  We use a conditional with 2 options to force all sound values to the maximum positive or negative.  Try this method on speech and ask students to predict if they will be able to understand the speech.  It is surprising that you still can understand the speech!

Your students may try to use some .wav files that are really encoded using mp3.  These must be converted before we can create sounds from them.  They can use the class method SimpleSound.convert(oldName,newName) to convert the file.

Chapter 9

The focus in chapter 9 is on modifying sounds using ranges which means that for loops won’t always start at 1 and continue while the index is less than the length of the array.  
In section 9.2 we show creating a sound clip by passing in as parameters the start and end index.  This is also where we introduce returning an object from a method since we create a new Sound object to hold the clip and return it from the clip method.

In section 9.3 we show how to splice sounds together using several for loops.  The early methods in this section are not written in a very reusable way on purpose to set up the motivation for a general splice method near the end of the section.

In section 9.4 we show how to reverse a sound which something that the students usually enjoy.  They like to reverse music to look for hidden messages.  See http://en.wikipedia.org/wiki/Hidden_message#Backward_audio_messages for songs that you can try this on.  

In section 9.5 we show how to mirror a sound which is the same algorithm as mirroring a picture.  This is one of the reasons why we repeat concepts with sound.  It gives us the chance to show that the same algorithm can be used on different media.

Be sure to have students create a sound collage.  They can splice sounds together and should use at least 4 different sound methods to manipulate the sounds.  Again we recommend that you let the students use their own sounds and that they post the finished sound collages to a Web site.
Chapter 10
In chapter 10 we focus on creating new sounds by adding sounds together, creating an echo, changing the frequency of a sound, and generating new sounds for a particular frequency.  
In section 10.4 we explain how sampling keyboards work by changing the frequency of a recorded sound.  The methods that modify the frequency of a sound use the same algorithms as the methods that scale pictures.  We also include in this section a method that doesn’t work and explain why it doesn’t work and how to fix it.

In section 10.5 we show ways to create a sound for a given frequency.  This also lets us introduce static (class) methods.  Students have a very hard time understanding class methods.  Try to point out that when we are creating an object there is no current object so the method can’t be an object method.
In section 10.6 we talk about modern music synthesis and show how to use MIDI to play a song.  This also lets us talk about breaking a method down into reusable parts and the use of private (helper) methods.

If your students are interested in making music on the computer you might want to show them jMusic.  See http://jmusic.ci.qut.edu.au/ for information on jMusic and to download it.  You can use jMusic to create notes and group them into phrases and see the normal musical notation for them.  This is another nice multimedia introduction to objects and classes.
Chapter 11
The focus in chapter 11 is on how to create an entire class.  Up to this point students have only been adding methods to existing classes.  We think that this allows the students to focus on learning basic concepts without the added overhead of how to create a class.  Many introductory books use a simple class and put all programming statements in the main method, but we feel this is a hard habit to break and underplays the importance of objects.
In section 11.1 we talk about how to identify the objects and classes in a program.  This is a very useful exercise for students and it is helpful for them to try to do this in many contexts.  You could ask them to identify objects and classes in many different situations such the objects involved in a visit to a movie theater, the objects involved in getting money from an ATM machine, and the objects involved in putting on a play.  Often it is fun to tell students the situation and then have them role-play.  Stop the role-play to point out objects, their data, and their behaviors (what they know and what they can do). 
In section 11.2 we show how to define a class including defining fields.  An important thing to point out is that each object “knows” what class created it since it keeps a reference to the Class object that defines that class.  By creating a simple class with just some fields we can show the power of inherited methods and introduce overriding inherited methods.  We next show creating a constructor and explain that if your class didn’t provide a constructor the compiler created one for you.  We also point out that once you create any constructors the compiler will no longer create the no-argument constructor automatically for you.  We use a debugger to make clear what is happening in a constructor and to show that the object is created before the constructor is called.  
In section 11.3 we show that you can overload constructors as long as the parameter list is different.  Again you can use a debugger to check which method is called.
In section 11.4 we show creating and initializing an array.  Even though we introduce the concept of an array early we don’t really have students working directly with arrays until this chapter.  We find the average of an array of grades to show processing an array.  We continue to show how to use a debugger to trace execution.

In section 11.5 we introduce getter and setter methods and the purpose of making the data private but allowing public getters and setters.  It is important to point out that objects should protect their data.  One way to underscore this is to ask a student what his or her name is and then tell them to change it.  Usually people will laugh because you can’t just tell someone to change his or her name.  Point out that a student can change her name if she wishes but doesn’t have to because someone tells her to.  
You can also talk about bank accounts and that the amount in your account should be private but you should have a way to add and remove money from the account.  Students don’t usually understand why we make fields private until we show that other classes can reach in and change the data if it is public.  They still don’t usually understand that one object of a class can reach in and change the private data of another object of the same class.  You can explain that this has to do with the assumption that only one programmer will write a class and so it is assumed that the programmer won’t do stupid things, but that you shouldn’t trust another programmer not to do stupid and/or dangerous things, so all fields should be private.
In section 11.6 we show how to create a main method.  We introduce it here because we can explain all of the main method declaration since we created static methods back in chapter 10.  Your students may get tired of using the interactions pane before this and you can introduce the main method earlier.  You can also save an interactions history in DrJava in the Tools menu and use this as a main method by loading it as a script (also in the Tools menu) when you want to run those commands again as an alternative to introducing the main method earlier.
In section 11.7 we introduce Javadoc comments.  By this point students should be able to create comments in their code and you should be able to grade them on comments.  In DrJava it is easy to generate the HTML from the Javadoc comments for just the current file by clicking on “Tools” and then on “Preview Javadoc for Current Document”.  One way to underscore the importance of comments is to have students modify another student’s class.  
In section 11.8 we show how to create another class and introduce UML class diagrams.  Using a UML class diagram can help a student understand the classes in a program and the relationship between objects of the classes.

In section 11.9 we show how to reuse a class via inheritance by creating a confused turtle that turns left when told to turn right and turns right when asked to turn left.  This is a nice way to introduce the need for a way to specify that you want to use a parent’s method (using super).  It also helps to explain that you should start looking for a called method in the class that created the current object.  If you don’t find it there look in the parent class of the class that created the object.  The complier insures that the method will be found or the code wouldn’t have compiled.
At this point you might want to have the students create some additional simple classes.  They could create an address class and each student could have an address field.  They could create a bank account class with subclasses of checking account and savings account.  Students can create a comic panel class that takes a picture and a caption and shows the caption on the picture (using the drawing commands from Chapter 7).  They could create a slide show class that shows a series of pictures one after the other, with some delay before showing the next picture (using Thread.sleep(milliseconds).  They could create a StubbornTurtle class where the turtle only moves forward by ½ the requested amount.
Chapter 12 
The focus in this chapter is on text.  We introduce text as a way to encode media.  One of the things that can attract women to computer science is playing with text in programs.  Also, many students find working with Web pages to be interesting.
In section 12.2 we review strings, introduce Unicode, show some typical string methods, and process delimited strings using split.  This let’s us cover converting strings to numbers, too.  This is a good place to remind students that strings and numbers are stored differently in the computer and that numbers in strings need to be converted before they can be used as numbers.  To underscore this you can have them write a message in ASCII and then pass it to another student to decode.  See http://www.lookuptables.com/ for ASCII codes.
In section 12.3 we talk about files, how to read from files, how to handle exceptions, how to work with an array list, and how to write to a file.  We use this to read a Java program and modify it.  We also use it to search for a sequence in a file and find a parasite name, and for getting the temperature from a Web page.  Be sure to point out that exceptions are objects and that some exception classes are children of other exception classes.  So, if you catch Exception first in a catch clause you won’t ever get to a more specific exception caught after that.  Catch the most specific exception first and then a more general one if you wish to catch more than one.
In section 12.4 we introduce the File class and use it to put the file name on each picture in a directory.  We introduce the Random class and use it to generate random sentences.  In this section we introduce the Eliza program written by Joseph Weizenbaum.  See http://www-ai.ijs.si/eliza/eliza.html for an example Eliza program.
In section 12.5 we explain some of the basics of networking and the internet such as protocols, IP addresses, packets, URLs, HTTP, and HTML.  We find the temperature in a Web page that is read from the network.  
In section 12.6 we use text to change from one media type to another.  We map sound to text and then to a picture.  You might have students map a picture to a sound.  We want to make it clear that to a computer it is all just 0s and 1s so you can map any media to any other media.  This might be a good place to talk about cryptography.  See http://www.cryptographyworld.com/.  You can also talk about hiding messages in picture data.  See http://aisweb.wustl.edu/alumni/atwu.nsf/infohiding and http://en.wikipedia.org/wiki/Steganography#An_Example_from_Modern_Practice.
Chapter 13
The focus in this chapter is on writing programs that create HTML pages.  In section 13.1 we talk about HTML and some of the common HTML tags.  Be sure to have students view the source on some different HTML pages to see the tags from actual pages.

In section 13.2 we create Java classes that write simple Web pages.  As we have before in the book we start out with methods that a beginner might write and then break them into smaller, reusable methods.  We show how you can create a Web page with thumbnails of pictures with their file names in a directory.  Warn the students not to use this on a directory with too many pictures!  We also show how to create a Web page that incorporates the content from other Web Pages.  You could ask students to create a Web page that incorporates data from at least 3 other Web pages that they find interesting. 
In section 13.3 we introduce databases, maps, and generics.  Students can use a HashMap to create a PhoneBook class.  Be sure to point out that cell phones use maps.  Ask students how to add the ability to look-up a name when given a phone number?  See if they can add this to their PhoneBook class.  You can even have the students create a new class Contact where each Contact object can have a name, home phone, cell phone, work phone, and a picture.  
In section 13.4 we cover the basics of working with a relational database.  The goal of this chapter is for students to get some sense of how databases work and how Web pages can be created from the data in a database.  You might have students think about what tables and fields you would need to create a database for FaceBook.com, Amazon.com, or Ebay.com.
Chapter 14
This chapter is about creating movies by doing simple frame-based animations and special effects like chromakey.  We first explain how much space you need to store a movie and why movies are stored in a compressed form.  Next we generate movies by drawing geometric shapes at different locations in a series of frames, by drawing text at different locations in a series of frames, and by copying part of a picture to different locations in a series of frames.  To create a movie that simulates a sunset we need to change the method that did a sunset effect on a picture to take a parameter and then call that method on each frame with the amount of sunset effect increasing over time.  We make it look like a person is fading out of a picture by calling swapBackground with a different threshold for each frame.  
In section 14.2 we modify movies by breaking each movie into a series of frames and then modifying each frame.  We use this to create a movie of children crawling on the moon.  Again we emphasize that we can make our previous Picture methods more reusable by passing in parameters.  We also use this to color correct an underwater movie.
One fun project is to have the students read headlines from a Web page and then create a ticker-tape movie of the headlines.

We recommend using ImageMagick to create a movie from a series of JPEG frames.  It is free and you can get it from http://www.imagemagick.org/.  It only works on windows machines.  You can also use QuickTime Pro from http://www.apple.com/quicktime.  
To make a movie from a series of JPEG frames using ImageMagick you can open a command prompt and change to the directory with the JPEG images in it.  Then do:

convert –adjoin –border 1 –bordercolor black frame*.jpg frame.mpeg

This will create a movie called frame.mpeg from a series of JPEG frames that start with frame and have an extension of .jpg.  This is what how the FrameSequencer names the created frames.

Your students may run out of memory when they are creating their movies.  You can have them change how much memory DrJava uses by clicking on “Edit” and then on “Preferences” which will display the Preferences Window. Click on ”Miscellaneous” under “Categories” on the left and then enter -Xmx512m -Xms128m in the JVM Args for Interactions textfield to set the maximum amount of memory to 512 megabytes and the starting memory to 128 megabytes (Figure 16).
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Figure 16.  Showing how to ask for more memory.
Chapter 15
The focus in this chapter is on speed and on why compiled programs are faster than interpreted ones, and why some algorithms are faster than others.  
In section 15.2 we introduce machine language and give some examples of it.  We create a simple graphical language and both an interpreter and compiler for it.  We explain that when Java was first created the Java source code was compiled to byte codes for a virtual machine and then the Java Virtual Machine interpreted the virtual machine byte codes.  These days the Java Virtual Machine often compiles the code to native machine code just before it is run.  We talk about determining the number of steps in a method and introduce Big Oh.  We introduce using linear and binary search to find an item in an array.  We explain that there are algorithms that can’t be written and the categories of algorithms.  
In section 15.3 we cover what makes a computer fast or slow and ways to compare two computers.  It is useful to have students pick a computer from 2-3 choices for some task and then have them justify their choice.
Chapter 16
In this chapter we introduce JavaScript so that students can see another language that is similar to Java, but not the same.  We also use JavaScript to introduce some user interface concepts.
In section 16.1 we explain JavaScript syntax and how it differs from Java.  

In section 16.2 we show how to put JavaScript in a Web page.  This includes show how to invoke a JavaScript function.  

In section 16.3 we introduce some user interface elements using JavaScript.  We show how to create dialog boxes, open a new window, and respond to user events.  

In section 16.4 we show how to do a simple animation in JavaScript.
Students like the immediate feedback and the simplicity of JavaScript.  But, it can be frustrating if things aren’t working.  There is no compiler to help you find mistakes.

Additional Items

We don’t cover recursion in the book but you can use the Turtle class to draw a tree like structure (Figure 17).  In the final version of the book classes (available from the publisher’s Web site) there is a method drawTree that takes a branch length to start.  The turtle that you call the method on goes forward that branch length and then creates to two new turtles and turns each slightly (-5) and (+5) from the current turtle’s heading.  Then it tells each of these new turtles to drawTree with a slightly smaller branch length.  The method stops when the branch length gets too small.  To use this method you must set the auto repaint to false on the world and then tell it to repaint when the recursion is done.  You can set the world to not automatically repaint when a turtle moves by calling the method setAutoRepaint(false) on a World object.  You can tell the World to repaint using the repaint() method.
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Figure 17.  A recursive tree created with Turtles 
Another good introduction to recursion is a recursive subdivision of a triangle.  Each triangle can be broken into 4 smaller triangles and each of these can be broken into 4 smaller triangles, and so on until the triangles get too small (Figure 18).  This is in the final version of the Picture class as a static method drawTriangles(smallestLength).  In 3D graphics we do recursive subdivision of triangles to get more detail and you zoom in on an object (like a sphere).  One nice way to introduce recursion is reading “The Cat in the Hat”.  In the book the cat cleans up the mess by taking off it’s hat and asking the cat in the hat to clean the mess.  This goes on and on till the smallest cat actually cleans up the mess.
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Figure 18.  The left image shows a triangle after the first subdivision.  The right image shows more.
What I like about these examples is that they are hard to do using iteration.  You could also recursively create web pages for directories with thumbnails of images in the directory.  A directory can have other directories in it so this is a nice tree structure.

You can use the World and Turtle classes to create simple simulations.  We have a Wolf and Deer class in the bookClasses directory that you can use as an example.
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